Meta-Learning for Adaptive Edge Al

Learning to adapt quickly under data, compute, communication, and energy constraints

Meta-train globally Adapt locally Deploy on edge
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Diverse tasks Large-scale Meta-learning ' _ Q antix:. awae
& domains data algorithm Local data (non-IID, streaming, limited) L auapEaton y

/ o Understand meta-learning formulations
< < ’ , Leaming Goals e See how edge constraints change the problem

9 Compare optimization, metric, federated, and TinyML approaches
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Why Adaptive Edge Al?

Edge environments are dynamic—and static models can’t keep up.

Why adaptation is needed

41% Edge environments change across
}“ users, devices, locations, and time.

Static models degrade under
distribution shift.

Cloud retraining can be slow,
costly, private, or unavailable.
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User variation

Different people,
behaviors,
preferences

Different lighting, occlusion,
crowd density

Location / context e
variation

Different places,
conditions, tasks

Different floors, obstacles,
traffic patterns

@/ Key takeaway

010G

12 - &4 -- Device variation

A56 “ ’
43 Different hardware,

sensors, capabilities

Different users, motion patterns,
physiology

O

| 4 -- Temporal change

Time of day, drift,
seasonality

Different weather, seasons,

pollution levels

Edge Al must adapt locally, quickly, and efficiently.




Motivating Example: Personalized Wearable Sensing

- \ Before adaptation
e A global activity-recognition Sensors 5 e A @ awaling
model works well on average. Accelerometer (62%) P e @ Running
9 ‘ PR ..‘.',&_:.‘ ® Sitting
x a4 ® Yoga
RLInning
128 bpm i 5 O fewlabeled >, on-device
O ® An?w user has different P ’\"/‘4\7#8‘\7*% \W@* [ = wexamplés ] > [ xJ indate }
D motion patterns and sensor © 30:12 '
lacement. :
P Heart Rate 128 bpm After adaptation
) P Y S ee, ® Walking
Higher accuracy .‘/ ?&':'. i * - i
(92%) - ) ° 4° ® Sitting
/ e Goal: adapt from only a few S\ . -,‘(:
O ; ' i ;9 ® Yoga
labeled examples on-device. e, 4
User A User B Personalization from limited local data
Running Yoga is a core edge-Al use case.

@ Meta-Learning for Adaptive Edge Al | Tutorial




Motivating Example: Visual Inspection at the Edge

Domain shifts in practice
@ e Factories differ in lighting,

Adapt locally

camera angle, and " Lighting change — ) to new conditions
e New defects may have ) Viewing-angle change

only a handful of

examples.
- e Fast local adaptation Q© pifferent defect patterns

_-® reduces downtime.

n n
7, r 4 g
4

O/' Takeaway: Few-shot adaptation helps inspection systems remain accurate
across production changes.
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What Makes Edge Adaptation Difficult?

4 ) N\ s e N
@ Resource limits €©) Data limits
___________________ L £ e
R e B I 7
: S 2 e s o 00
e Limited compute, memory, e Small and possibly noisy
battery, and storage. ! : local datasets.
_ N /
f R et . T
9 System heterogeneity G Operational constraints
el R ) o
‘ . - /;\ = OF N Toeeenes G m
¢ Device heterogeneity and e Privacy and latency
intermittent connectivity. constraints.
. J § J
Resource budget m Latency (ms) 5"“'5 Memory (MB) Energy (%) (((A)) Communication (kbps)
dashboard =) 120 T qummm o 320/1024 = 48% (o) 180 / 1000
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Tutorial Learning Goals

@ |
& 7\ (
- = T o
dn s g | o
Learning to adapt Optimization-based Metric-based | Edge-aware
meta-learning meta-learning adaptation
Understand the core idea . Study one optimization- Study one metric-based | Connect meta-learning
of learning to adapt. based method: MAML. method: Prototypical ‘ to quantization, TinyML,
| Networks. and federated
| personalization.
|
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Roadmap and Scope

@ Scope: focus on two core methods and practical adaptation strategies.

2,

Part I:
m Meta-learning
foundations

Part Il:
@ MAML and
Prototypical Networks

©

=

Core concepts, problem setup,
and meta-learning formulations.

Two core methods for
few-shot adaptation.
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Part lll:

Why standard
methods struggle

on edge devices

.

|
|

Analyze challenges under data,
compute, communication,
and energy constraints.

4

N
Part IV:

Practical edge-aware
ﬂ adaptations and

design patterns

Techniques and patterns for
efficient, robust edge Al.




From Conventional Learning to Meta-Learning

Conventional learning

Optimize performance on
one training distribution.

S
Sk

Training data Trained model

Transfer learning

Adapt a pretrained model
to a new task.

A

s _’%_’

Pretrained model ~ New task data Adapted model

Meta-learning

(one distribution) (optimized for that task)

(source task)

(target task)

(target task)

Explicitly optimize the
adaptation process itself.

Meta-learned model
(adaptation strategy)

Fast adaptation
to new task

s
What is learned?

0 task solution

Weights that solve
one specific task.

O pretrained representation

General knowledge that can be
fine-tuned for new tasks.

0 adaptation strategy

How to adapt quickly to
new tasks and constraints.
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The “Learning to Learn” Intuition

Across tasks e e
(Meta-training)

o / Train across many related tasks.
@ ) Expose the model to a diverse set of

I
I
I
I
Task 1 Task 3 ' : :
.as Adaptation .as E tasks so it learns from experience
= [ .
— '512‘ (Inner loop) — §IE.' ! across domains.
|
|
|
it e S i 9 Extract reusable structure
(few examples) model (evaluate) : shared across tasks.
T : Discover representations and
Task 2 < » O Task N ! initializations that capture what
~— ! matters across tasks.
=
— :
I
E e Use that structure to learn
! a new task rapidly.
& With only a little data, adapt the
e o model to the new task and perform
Meta-objective: improve the inner-loop learning process well on unseen examples.

O Meta-learning improves how the model adapts, not just what it predicts.
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What Is a Task?

4 ) -

e b

‘ User ‘ A Class Subset
Different people Different subsets
. generate different \ / ‘ of classes change
data patterns. the problem.
- . A task defines - -
- ~ a data distribution, 7 .
| Device /V objective, or V\ Location
Different devices environment. Different places
have different & >/ affect data
sensor behaviors. f distribution.
S 7 e S - P
Operating Condition
Different conditions
4% change how data
| is observed.
N P
N\ ! U4
-O- Task design determines what kind of adaptation the model learns.

—
~
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Support Set and Query Set

How meta-learning evaluates adaptation

Small data used for adaptation Held-out data used to evaluate the adapted model
@ Class1 A Class 2 B Class 3 @ Class1 A Class 2 B Class3
000 A A A EHENR 0000  AAAA EHEERNR
(K-shot) (K-shot) (K-shot) (Q-query) (Q-query) (Q-query)
Few examples per class Different examples from the same classes
8 VB & J

®

s N
o Support set: small data used for adaptation.

1. Task Episode 2. Adapt on Support 3. Test on Query
Sample a few classes # Update model using # Evaluate performance

from many tasks support set (few-shot) on query set

e Query set: held-out data used to evaluate the adapted model.

e Training rewards adaptations that generalize beyond the support examples.
& J

@ Meta-Learning for Adaptive Edge Al | Tutorial




Episodic Meta-Training

Training by repeatedly simulating fast adaptation

o Sample a Task

= A
. \\~ ’f’

e
Randomly pick a task

from the task distribution
o Update Shared e Adapt on Support Set
Meta-Parameters

e

‘Support Set
(K-shot)

Perform a few gradient steps to _
adaptithemodalitortie task Update shared meta-parameters

e Evaluate on Query Set across tasks.

_________________

OW A |

Sample a task.

Adapt using its support set.

Evaluate on its query set.

H-®

Update meta-parameters so the
model adapts better next time

©O © 0 O

| b I - D
el al / Meta-training rewards parameter
Query Set Compute O settings that adapt well across
(Q-query) performance many tasks.
& J
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A Minimal Taxonomy

Three common families of meta-learning
Meta-Learning Approaches
4 Y

|
Optimization-based Metric-based

s N
Learn a good Learn an embedding Use memory or
initialization or update rule and comparison rule recurrent mechanisms
. J/ , J/

{@/ ) This tutorial focuses on optimization-based and metric-based meta-learning.

0 Optimization-based: learn to adapt by updating parameters. |

e Metric-based: classify or retrieve using learned similarity. ‘

e Model-based: encode adaptation in the model dynamics or memory.

\
NS
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Edge-Relevant Meta-Learning Objective

Adapt fast while respecting real device constraints

Generalize to diverse tasks and
heterogeneous edge devices.

f-\ Stable personalization Stable over time

\/ without forgetting Personalize consistently without
catastrophic forgetting.

Fast adaptation ( B

from very little Few local examples

local data Adapt effectively from minimal

3 device data.
Low resource overhead
Small adaptation Good Robustness Minimize time, memory, and
costimime;, L Sy under task and energy during adaptation.
memory, and d edge. device
ion i

ko) f aptat D heterogenerty Q Robust across devices and tasks

Edge success depends on both accuracy and resource-aware adaptation.
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MAML.: Core Idea

Learn an initialization optimized for adaptability

initialization @

Q €@ Lcarn model parameters that are

Q 4---—-——— | M~ | -—-—-—--- +
\e\\ e e v not merely accurate now.
\ \
“_*/ Ay

>

. J

Task-specific optimum

” +

\ =/
Task-specific optimum Q Learn parameters from which one

or a few gradient steps work well
on a new task.

-
|
=~

Initialization on a p S
new task 4
¢ Tashospacific Q" €© The |n|t|allza?1i|on is optimized
optimum N for adaptability.
- Y, . -

Task-specific optimum
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MAML Inner and Outer Loops

Two nested loops: task adaptation inside, meta-update outside

Outer loop (meta-update)

| Innerloop §
Rl (task adaptation) RSN

I W 3. Evaluate
1. Sample Sampled tasks . query
T R i, el /  2.Adapton Task-specific % performance
, ® Task1 | » support data parameters '
| ¥ - / A )
ATk e — Y ) -
B 1 e i -
Task distribution ' I “-‘ Support set m / Query set
p(T) | deshbiry \,  (K-shot) & (Q-shot)

-
- -
.. -.
LT L L LA

4. Update shared
initialization @

@ Meta-Learning for Adaptive Edge Al | Tutorial

Adapted task
models

...............

- s ———————— - - — - o ¥

OO
@/9

61?6

inner loop: task-specific
adaptation on support data.

Outer loop: improve the
initialization using query
performance after
adaptation.

The outer loop trains
through the adaptation
process.




MAML Inner Update

Fast adaptation within a task

Inner Update (one step)
=

-
For task i: S — = (2) (0)
b o B 2 Yo < 0 For task i, start from
adapted task shared step size gradient of support shared parameters 6.
parameters  parameters  (learned) loss for task i
§ J
9 Compute support loss.
y One or More Adapted Task
Shared Parameters Support Set (Task i) Compute Support Loss Gradient Steps Paranteters
ge============= \ ~alde e Take one or more
'@ A | gradient steps to
» | 1.1 B | » N » » obtain task parameters ;.
| |
. Apet LTS ),
Initialization shared Small labeled data used Evaluate loss on Update using learning rate « Task-specific parameters 0 Interpretation: fast
across tasks for adaptation support set (typically 1-5 steps) (after adaptation) local personalization.

L ) D

Fast, task-specific adaptation using the support set
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MAML Outer Update

Improve the initialization using post-adaptation query performance

Adapted Aggregate Over
Sampled Tasks Query Loss (per task) Sampled Tasks Meta-Update (Outer Loop)
______ poo e ] .
Task 1 > 91 > il s (6;) i ( i
e Thr e ST ) i /
T ' 9 o 9 S IB VH E : Lquery(gi)
______ / P R ; (2) / i .
i e > | Lawery(%2) NN P N, S —
Current Meta Gradient w.r.t. Sum of query
/ _(3) ------- , """ 3 initialization learning rate initialization losses over tasks
Task3 (WEN) ------ e 93 —————— > Lquery (03) _J N J

Shared Initialization Updated Initialization
(before meta-update) 0 Evaluate 6; on the task query set. (used in the next meta-iteration)

9 Aggregate query losses over sampled tasks.

O
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9 Update 6 so future inner-loop adaptation improves.




MAML Algorithm Walkthrough

From task sampling to meta-update

Task distribution T

- e

_____

-----

...............

Sample batch of tasks
{5 [ A

@ )
Sample a batch
< -

1
I,”
Shared / 5‘ I

/

“ ege . . !
initialization / oK
0 "I 2
’lil"—_ i -’ %
4:\ G
\\
‘\
\‘ e
\ 0 Il3<

K = number of inner-loop
adaptation steps

re Adapt a copy of the w Y
model for each task.
0 K

e N
e Measure post-
adaptation query losses.

Query data
@ for T, ~» Ly

Query data
@ forly, Ly

Query data
@ o, ‘CB

Compute loss on query set
after adaptation
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- =
0 Backpropagate to
the shared initialization.

Aggregate query losses
P L
L=5D L
i=1

Meta-gradient
Vol

v

5

0

Update initialization

0—0—-—aVyL

MAML trains
the initialization
by differentiating

through task

adaptation.

(S Z




Geometric Intuition for MAML

Adaptability matters more than immediate accuracy.

Standard model

Task A ' Task B

A L@

—0—

Meta-learned
initialization

|
y

Task C

1. A standard model may sit
near one task optimum.

It performs well on that task but

may be far from others.
J

S

2. A meta-learned initialization
lies where multiple task
optima are reachable quickly.

A few gradient steps can reach

N

many tasks efficiently. J
<

\e

3. Adaptability matters more
than immediate task accuracy.

A slightly higher starting loss

can yield faster adaptation

across tasks.

@ Meta-learning searches for a good starting point, not just a good endpoint.
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Few-Shot Classification Example

Episode-based adaptation in N-way K-shot learning

Support set (K-shot) Adapt the classifier

- -

/ N\

Class1 @ @ | r b
|

|
l
| | - a5
| Class2 B ~ 22—y
5 | = /I L R
-way —_— # I Inner-loop -
X i Class3 A &’ \ adaptation ,‘
| —
|
i
|
|
|

(‘

' 2
Episode accuracy

L

——— - —
~

1-shot [ Q . ,
Class4 €@ J | e ey S n e Ol A6 X
= \Class 5 v \‘ i ) § (pre-trained) J g Accuracy: 87.6% |
Sample N classes and K support Inner-loop adaptation Query accuracy tests whether
examples per class. on the episode. the adaptation generalized.
© Each episode samples N classes and K support examples per class.
® maAMmL adapts the classifier to the sampled episode.
® Query accuracy measures whether the adaptation generalized.
[ @ Few-shot episodes evaluate how quickly a model can adapt from very little labeled data. ]
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MAML for Edge Personalization

Treat each user or device as a task
Global shared initialization Local support data Few local updates Personalized model
(meta-trained model) (recent) (1-3 gradient steps) (after update)

Smartphone [ . | 1-3 st
; @B |ocaldata ! steps
—> Task)e —{ N o= | — —
(Task 1) i = (users,) g o—0— 0 personallzed) 0 Each user or device

"""""""""""""" can be treated as a task.

Wearable | @B |ocaldata i 1-3 steps 6
________ . ; | — —_— 2 -y
— e (Task 2) | = (activity) : O— 00— O (personalized) 6 Meta-training learns

Necmeseececccaeeeacenane ‘ a common initialization.
Camera | & localdata | 1-3 steps 6
—) — | —p —) :
‘ (Task 3) | \a® (environments) ! o—0—©0 V5 (perso,fa.ized) e A device performs a
Cloud / Data Center Sesemeseeeeecneneaee e 2 few local updates using
. jremmmemmeene e S recent data.
Robot ; & |ocaldata | 1-3 steps C/‘\r 0
R =] ! * q ‘ 4
=== (Task4) E - (tasks) f O— — ) (.\‘ (personalized)
— . S . g o Only small task-specific
c T l fREESEREEE s SEREE : updates may need to
ommon initialization 6, Sensor | - Local data i 1-3 steps 0 b
A | N 5 e stored.
learned across many tasks > ; (Task 5) | = (readings) | o—0—©0 (personalized)
[ @ MAML enables rapid personalization by starting each device from a good shared initialization. ]
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MAML Strengths and Limitations

Why MAML is powerful—and why edge deployment is hard

92
* Flexible and model-agnostic 302 Second-order gradients can be expensive
Applicable beyond classification () Bepeated inner-loop training
Increases compute cost
(@" ) Learns parameters optimized '0—: Performance can be sensitive to
for fast adaptation —o— step size and tuning
@ Can personalize to new tasks . 'i' - At deployment, full-model adaptation
[ (] with few examples T may still be expensive
\& P, \ 8 e
(- )

@ MAML offers broad flexibility, but its training and deployment costs can be challenging for edge devices.
J

\
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First-Order Variants

Reducing meta-training cost

B . D o N \

Meta Meta @ Task-adapted
Full meta-gradient yl Ignores second- 4 parameters Moves the
uses second-order order derivative o @/ initialization
terms terms /S o ( ) toward task-
K adapted
adaptation - . parameters
T —————— - adaptation e : ® Move initialization
ngheSt E i Lower : Initialization toward adapted T e e \
training cost L training cost | parameters Lowest |
________________________________ T T e » training cost |
. J - J 3 J
- "i - Training cost
AME
S (compute i
( pute) Highest Lower Lowest

o FOMAML reduces cost by dropping second-order terms.
e Reptile uses a simpler update toward task-adapted weights.

9 These variants reduce training cost but do not automatically solve deployment cost.

[ @ First-order variants make meta-training lighter, but edge deployment still depends on how much adaptation is performed on-device. ]
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Prototypical Networks: Core Idea

Classify queries by distance to class prototypes

Embedding space

, o e [ ' o Learn an embedding in which
/ \ " i P
;@ C m ‘ L each class can be represented
Y o @ o T et o s
\ Se d(q, p,) s , y a prototype.
. ~~{_d(q, py) \q, P2) >« = Prototype p,
.. @ Prototype p, et UL e > e '
\\\\ . //, \\‘* ‘,// . ‘JN
S e . 9 A prototype is the mean
. \ d(q, p3) embedding of support
B examples in that class.
0! —<a %4
earest prototype — e
(predicted class) J : ‘, . -
A A A Prototype p, e Classify a query by distance
& . A to prototypes.

f@ Instead of adapting many parameters, Prototypical Networks adapt by summarizing each class with a prototype. ]
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Prototype Construction

Build class representatives from the support set

N-way
K-shot

Support set (per class)

@ Class1 @
B Class2 B
A Class3 A

@ Class4 @

_ % Class5

K support examples per class.

Embed each support example

B ‘&’»
Sas-" 27
e s

SR

Average embeddings within each class

0 Embed each support example.
9 Average embeddings within each class.

Encode images to embedding vectors.

( Embedding space 1
Qo =
e @ e
® () =3 =
® O X
Auia ST *x X "
SRRSO C
A A ¥ * %
N Y

Prototype (mean) for each class in embedding space.

9 No gradient-based adaptation is required at inference for the basic method.

Prototype construction is simple: encode, group by class, and average. J
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Query Classification by Distance

Compare the query to all class prototypes

Embedding space

Probabilities (from -distance)
(“ )

Query example QuerY
-
N embedd'"g Class 1 - o gy Class2 BlEt o (ol Mah et
Encoder prototype ~ d, dy # prototype :
\\ / Class 1 0.14
» » d3 (min \_/
A~-———"@~_ Jf**’ B Class 2 0.07
Class 3 ?
prototype  de Class 4 Class 4 0.05
J M prototype
* % Class5  0.02
Class 5 A T et
t
L prototype ) L Sum 1.00 y
Embed the query. Probabilities from negative distances

Compute distances to class prototypes. e~ dk/T

d,.: distance to class k prototype

0000

Convert negative distances into class probabilities. P = Z —dj/T
j (R T: temperature (controls sharpness)
Prediction is lightweight and naturally few-shot.
[ Q Inference is efficient because only embeddings and prototype distances are needed. ]
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Why Prototypical Networks Fit Edge Al

Lightweight adaptation with tiny class summaries

Frozen Encoder (Backbone) Prototype Memory (Tiny) Edge Device Inference
N

N
E|E Class ‘ Prototype Vector (d- dlm) (f Frozen B Prototype

A Input Encoder Memory Prediction

Cass1 @ [T -

| 4 - * _}‘ . — -+ Class 2
r’ll--- mmp |cos2 @ EEEEEC - |- fr‘fri P i

| A HEEENT -
. \ J
. ) CassN A NN -
Fixed / Not Updated e -
Few prototypes per class e ¢
(Compact memory) Tiny memory Low compute & Ideal for
footprint energy edge devices
& J

0 Adaptation can require only prototype computation.
V= e The encoder remains fixed while small class summaries change.

9 Memory cost scales with the number of prototypes rather than full model copies.

{ @ For many edge tasks, updating tiny prototype summaries is easier than retraining a full model. ]
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Limits of Metric-Based Adaptation

Where prototype-based methods can struggle

/i N e
Works best when task structure New domains may shift features,
aligns with embedding geometry. not only class centers.
P g e = e
A ,” o) \\ G T I FZ7 A\‘\ /,—- = ,/’@ °;~ ¥ ,’O ©\\ // %I—J:l )
/ ® \ v M \ / A \ DR \ 7 f_ ~ / \l i 2 | //
e [ R - . o ' \ / ! ,
e w ® ! e P e ¢ ‘\ @*9/ \ u i Domain shift i @‘* @,,—I*;' e
\ 0 g @ /\ "\ A R IR MU S5 UL P R T A PEC S SN
e T Y R VARAIR P == T i G A,
st Sl v el (AAL) (o% rk A AR
Embedding space s T B ol
> Source domain Target domain ‘
S et i ) ) P S >
( % 3 P iy o 7S B EFCAY
| The:encodercanstilbetoo _______ _________ 2 Open-set and class-incremental |
I | H H P i e — A= \
large for edge deployment. | {2 High compute | settings need extra mechanisms. i O Opsrsst |
: and memory : (B e e "'\l jmmmm———————— A rejection -
oa ! N W ' A ' @ | Unknown / new class ! : lass: :
H I | '
’ i 1 High.enceay : B BR 2R BE I ese | @ i incremental |
| ... g = consumption ! : : | | ! | ? = updates !
| | e B S LI il
[ \ s adl Known classes ' O rototype
| ® Latency constraints ! ‘ Gesha e | _______9____ y i R management ,'
N o s e e e e e e s S 1Y Bl R o RIS PR R e e VR N L e S Tt ST e L e e A AN e i — — S —
\ N\ e -

‘Metric-based adaptation is lightweight, but its assumptions may break
under stronger domain shift or broader deployment requirements.
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MAML vs. Prototypical Networks

Flexibility versus lightweight adaptation

032 Prototypical Networks

o Adaptation Gradient-based inner-loop updates on new task @ Adaptation Compute class prototypes from support set
mechanism (data-dependent fine-tuning) mechanism and classify by distance
Bl Compute cost !-hgh — requires backpropagation through Gompute:cost Low — forward pass and distance computation
inner-loop steps only
High — needs to store computation graph :
B Memory cost oiltarmedisthetatss Memory cost Low — only store embeddings/prototypes
& Flexibility Very high — can adapt any differentiable Flexibility Moderate — works best with embedding
model structure spaces that cluster by class
El Structural Low — makes minimal assumptions about IS Structural High — relies on meaningful embedding
600 assumptions data distribution ooo assumptions geometry and metric space
9 Deployment fit Heavier — suitable for more capable 9 Deployment fit Lighter — well-suited for constrained
for edge devices edge devices for edge devices edge devices
\ 7 s J
@ MAML: more flexible, but adaptation is compute-intensive. Prototypical Networks: lightweight adaptation, but stronger structural assumptions.
<®/:) Edge design often combines a fixed backbone with a small adaptable component.
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Challenge 1: Compute and Latency

Fast adaptation must fit real-time edge budgets

Edge device (camera) m Inner-loop adaptation Inference result
&
- N 3 3 Repeat K times A s ~N
\‘/ LR N N N J *
)

v A
Forward | [ Backward |
: e[ - || = hll]
VoL

: e Y
e ——— N 2

) Prediction / Action
. J

A / 9(—9—an£

Latency budget
Real-time budget — 50 ms
(e.g., 50 ms)
sl _ e
adaptation cost (Over budget)

: e Adaptation must be bounded and predictable.

o Multiple forward/backward passes can violate real-time budgets.

9 Backpropagation may be unavailable in microcontroller runtimes.

(@/ ) At the edge, adaptation is useful only if it finishes within the device’s timing budget.
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Challenge 2: Memory and Storage

Training state can exceed edge memory limits

Memory breakdown during adaptation Key challenges

ﬁ Model weights @ 3
(persistent) Inference o 2 g
~ memory Gradients, optimizer states,
Activations (baseline) and activations consume

IlI (temporary) memory.

Gradients
Ve (temporary)

Adaptation 9 =
@ Optimizer states | overhead @) A full taS!(-SpeCIflc model
: SRAM (volatile) Flash (non-volatile) | (temporary) (additional @@ Peruserisoften
I volatile ash (non-volatile) | 1 L a S i
: : @  Task-specific copies memory) P
: m “ : =) (persistent or temporary) 1
' [
|
|| ~512KB ~4-16MB | | 9
| |
' I
| |

Total adaptation footprint Temporary adaptation
v G memory may exceed
Exceeds SRAM budget

Typical edge MCU budget : = inference memory.
\ S Adaptation cannot fit in memory % y

N

@ Memory-aware meta-learning must control both persistent storage and temporary adaptation state.
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Challenge 3: Energy and Thermal Limits

Frequent updates can drain batteries and heat devices

Repeated local updates on edge Energy drain increases with update frequency Thermal stress with sustained updates

B Energy per adaptation

m 4 B Temperature rise l 5
3
Local
adaptation 2 Higher energy >
and heat cost
(B
o 3 1 -
=2 0 _._. Higher temperature

Relative cost
(normalized)

N
updates g
Few updates Frequent updates can trigger throttling

(e.g., hourly) (e.g., every minute) and reduce performance

0 Frequent updates drain batteries.
e Sustained training may trigger thermal throttling.

€@ Energy per adaptation can matter more than raw accuracy.

@ Edge adaptation should be measured in energy per useful personalization—not only accuracy.
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Challenge 4: Quantization and Numerical Precision

Low precision changes both inference and adaptation

- FP32 (High Precision) N - Quantization: Values Snapped to Discrete Bins INT8 or Lower Precision

Continuous weights
and gradients -1.0 -0.75 -0.50 -0.25 0 025 050 0.75 1.0

o —o & o o o o & o >
Nae s W».....‘..W
1.0 -0.75-050-025 0 025 0.50 0.75 1.0 ..

Discrete weights for
efficient inference

eoe O O O (@) @) o w

-1.25 -0.37 012 0.88 1.45 .. Continuous values are mapped to the nearest bin.

Gradient update (example) Gradient update after quantization

A ~A
© » O ® @ > @ @ ©
Desired <-* Snapped/rounded
Aw = +0.07 (small update) (+0.07) (+0.25)

Small update is rounded away or exaggerated.

INT8 runtime
(edge accelerator)

0 Edge models often use INT8 or lower precision. |

9 Small gradient updates can be distorted by quantization. ] I [Q

9 Quantization choices affect both adaptation and inference.

(@/ ) Edge-aware meta-learning should train under the same precision constraints used at deployment.
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Challenge 5: Device and Data Heterogeneity

One initialization may not adapt equally well everywhere

y

Shared meta-initialization

(from cloud)

£3 CPU/GPU: Medium
3 Memory: 4 GB
@ Battery: Medium

v
Adaptation quality

Moderate

non-lID local data

!

£ CPU: Low
3 Memory: 256 MB
[ Battery: Low

v
Adaptation quality

. Poor

non-lID local data

1
Hiuli_n._

v v
==

.= =

£3 CPU/GPU: High
3 Memory: 2 GB

U Battery: High

v
Adaptation quality

. Good

non-lID local data

=
= ——
& CPU/GPU: High
3 Memory: 1GB
g Battery: Medium

v
Adaptation quality

® Good

non-lID local data

]

Y
| Sensor

£ CPU: Very Low
3 Memory: 64 MB
[J Battery: Very Low

v

Adaptation quality
‘ Poor

non-lID local data

=\

Devices differ in hardware,
sensors, and runtime
support.

Users generate non-IID
local data.

A single global initialization
may not be equally
adaptable everywhere.

‘@/ ) Edge meta-learning must handle heterogeneity in both hardware capability and local data.
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Challenge 6: Privacy and Communication

Local adaptation should not require constant cloud access

/ 2 PRFC
G Only protected updates or summaries may be sent Communication Cost
e Model updates (gradients/weights) . _ h
< e Aggregated statistics f N 'lll bhghibancudiiiiuge
 Differential privacy / encryption
e . d s J / Higher energy use

s Y
Cloud / Server
P S e P . T RNl it Vi 5 G R Sk Y 3 s Intermittent Connectivity
/ \
. A e Links may drop
A- * Delays are common
‘ -
: : ® ¢ * Must adapt with or
: 0 without connection
y N\
> a ———
- >
Smartphone Camera / Robot o Centralizing adaptation data may be unacceptable.
Raw data Raw data Raw data Raw data Raw data e Freque.nt Syneproatigcreazes
: ; : : ; bandwidth and energy use.
stays on device stays on device stays on device stays on device stays on device

9 Updates can reveal information unless protected.

Privacy-aware adaptation minimizes what leaves the device and how often devices communicate.
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Challenge 7: Non-Stationarity and Forgetting

Edge streams evolve after deployment

Edge device over time

Initial deployment Distribution drifts Labels arrive late Model adzpts to Forgetting risk
Model trained on Input data gradually Labels are delayed q recept ata!I bl Older patterns may
initial data changes or sparse U?es;i:is'r:rf]c?r::tli:n e be forgotten
.. L ... L @ L = [ e
C .‘:oo.f g 0:00::0.—} . o o..:. - :L' oo
o o.’ --_ o ® 0 .0 --- [.]{.][.] = o ‘o. = >3- .1'
-O- o o- o o —
Time
Before vs. After Adapting to Recent Data
Before Adaptation After Adaptation o Edge streams evolve over time.
Well-performing on Improved on new conditions
older conditions but may degrade on older ones
@ e Adaptation to recent data can harm
» older capabilities.
Older Newer Older Newer @ 9 Labels may arrive late or be scarce.
conditions conditions conditions conditions

@ Robust edge adaptation must learn new context without erasing useful old behavior.
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Design Pattern: Adapt Only a Small Subnetwork

Freeze most parameters; update only what is cheap

Frozen Backbone (unchanged)

Small Trainable Component Why it helps

:/—,——-___———__-_\—\I LiLl
Adapter ' ] =
| | — -
| (e.g., bottleneck) | e . 2 DD DU @
( : e T _ LRLLE
10 I ( Final Layer " Reduced Lower Less
_ﬂl (Head) J :—’ Compute Memory Forgetting
|
|
(I -
: Bias } [ NG ) : Predictions
: . UEuE Farams ) : 0 Freeze the feature extractor.
|
A _____ T— ______ 9 Adapt the final layer, adapters, biases,
or normalization parameters.
S 9
{ - W e This reduces compute, memory, and
Local Support Data catastrophic forgetting.

(non-IID, streaming, limited)

‘ o The most practical edge meta-learners often restrict what can change on device.
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ANIL and Head-Only Adaptation

Most adaptation happens in the task-specific head

MAML (Full Model Adaptation)

Update backbone and head

& 3 ¥ ¥ L%
\ / \ (_\
. o o o
-0 =-0-" .9
O 000 | Tl
O’ | '/ O - i ‘ —
il , S
£ > @y By
Bac\ki)one Tasl:(Head
(Feature Extractor) (Classifier)

o ANIL performs inner-loop
adaptation mainly in the
task-specific head.

Fee ./ . /4 </
.QV‘ .
‘ . @ @® @

ANIL (Head-Only Adaptation)

Freeze backbone, update head only

a Frozen
iy

S e
o

Backbone Task Head
(Feature Extractor) (Classifier)

9 Most representation learning o Useful when edge tasks
occurs in the shared differ mainly at the
backbone. decision boundary.

( (@’) Head-only adaptation turns MAML-style personalization into a much smaller on-device update.
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Adapter-Based Meta-Learning

Personalize with compact trainable modules

1. Frozen backbone with adapters 2. Meta-learn adapter initialization 3. Local adaptation on device

-

= -
Meta-learning

learns good adapter

;
) @

Initialize adapters
+for many tasks / devices

N

Shared in the system Stored per device / user o Insert compact trainable adapter modules

. i f k.
it alfs it Tinvperson|ized into a frozen networ
l @ adapter state e Meta-learn adapter initialization or update rules.

/ \

I
E ' Backbone block initialization or update rules
' | ' % Frozen
i i Lo e s o S A
E b E Adapter module { )
Wogiper - oo ; (A’ Trainable / personalized s l l l coe i Update only adapter parameters

| ; using local data (backbone stays frozen)

Large, frozen,

= ) same for everyone KBs to MBs, Store a small personalized state
- easy to store & sync for each device or user.

<C)/ ) Adapters provide a middle ground: more flexible than a head-only update, but far cheaper than full-model adaptation.
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Quantization-Aware Meta-Learning

Train adaptation under deployment precision

Fake quantization layer Inner-loop adaptation Deploy on edge chip
F= a3 ) m &
S="1 b i e
i1 =F =
= | il
8 b

— =
== /
Diverse tasks & Simulate INT8 / low precision Adapt to support set Evaluate on query set Run adapted model
domains with fake-quantization under quantization (quantized forward pass) on low-power edge
,' ‘\ Meta-training loop includes fake-quantization blocks — Quantize weights, activations (and gradients where needed)

during forward/backward passes.

K/"

ol

Expose meta-training to INT8 or lower precision — Match the precision (e.g., INT8/INT4) used at deployment to
ensure robust adaptation.

Optimize initialization and adaptation under quantization noise — Learn parameters that remain effective
when quantized.

Use straight-through estimators or mixed-precision updates where needed - Maintain training stability
while respecting deployment constraints.

i
@
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Practical Precision Strategies

Use precision where it matters most

Mixed-Precision Architecture 1. Local Adaptation (High Precision) 2. Post-Adaptation Quantization 3. Calibration (When Possible)

Quantization Ranges

PP ———

PUBut i ------------- \{ i E : Layer1 | [min, max]
Input ' ’_’ i i i i < /. Layer2 | [min, max]
g @“iﬂﬁi*'ﬂﬂi": VAT
;\ ____________ /: P e | Layer N | [min, max]
Local data :
(non-1ID) Update head / Updated head /  Quantize updated Calibrate per-device Store & apply
Backbone (frozen) Head / Adapters adapters in adapters parameters only  ranges using local data on-device
INT8 (quantized) FP16 / FP32 FP16 / FP32 (FP16 / FP32) (INT8) (when hardware permits)
(higher precision)
@ Keep backbone Keep small €© Quantize updated @ Calibrate per-device
/ quantized for adaptable head parameters only ' e ranges when
< ’ inference in higher precision after local adaptation ¢ d/ k. hardware permits
Preserve efficiency and Protect accuracy where Avoid repeated quantization — |mprove reliability across
maximize compatibility. it matters most. of the entire model. heterogeneous devices.
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TinyML-Aware Meta-Learning

Co-design adaptation, architecture, and runtime

- TinyML Stack ~ Measurement Dashboard

Compact Adaptation . Deployment Tt
Dt Model Mechanism Runtime Hardware Flash - ] = SRAM
(KB) - = (KB)
LA
G G

y Latency Energy
(ms) (mJ)
On-device Quantized, Bounded-step Memory-aware MCU / SoC

sensor data small footprint or closed-form optimizer (target device) L G

Measure more than accuracy

§ J N w )

Co-design r\ Efficient Adaptation Measure What Matters Hardware-in-the-Loop
Model architecture, Prefer bounded-step I Track flash, SRAM, UsaideBlovment hatdivare
adaptation, and runtime u or closed-form I latency, and energy— : s

: in the evaluation loop
together adaptation not only accuracy
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Federated Meta-Learning

Learn a global initialization without sharing raw data

p
Broadcast global initialization ]

——-—

model updates

\e 9 ) :

| [ I |

0 0 |

[

[

By =~ = p .

[} 4 ./ q |

o '

=3 eeoo |

' |

Device 1 Device 2 Device 3 Device 4 [

Server / Aggregator ! ! | ! ! !
i saelias . |
Global initialization e v ,f\ by o0
= oA = = N e = = N\ e o o N\ 7 = R N 7 e ~ N |
(meta parameters) ,:/ Local '\\ /, Local ‘\‘ // Local ;/ Local ,I/ Local ‘\\ [
9 4 adaptation ¢ 4 adaptation ¢y 4 adaptation ¢ 4 adaptation ¢ 4 adaptation '

o (nodata ! o (nodata ! . (no data f ¢ (no data ’ ) (nodata I

\ Shared) / \ Shared) ,’ \ shared) , \ shared) , \ Shared) / I

NN 27 NS 77 NS Pid NS 14 R -7 |

=T b 5 S ST | [ |

L v v v |

[

[

|

I

[

|

Securely send } ﬁ
J

0
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New device
joins

New Device
|
P e T~
7 N

/ N\
/ . \
| Personalize
A quickly with
\  feworno /I
\
. examples ,
N\ /
N P

—— -

Devices adapt locally
without sharing
raw data.

Server learns a global
initialization or
meta-model from
device updates.

Objective: enable rapid
personalization on
participating and

new devices.




Federated Personalization Workflow

Broadcast, adapt, evaluate, aggregate

o Broadcast meta-parameters

Server sends global
initialization to all devices

g Perform small local adaptation

Each device adapts the model using
its local data for a few steps

Round t

......................................................

‘ B
0 (t) < . e | (- )
y i, - U Raw data
Meta-parameters & : ) T /§\ — E stays local
(global initialization) - v v v v v g Updates are
______________________________________________________ 4 A L3 - - = = - tected
I Sp Sp S8 S8 S8 i
// : n
SN
. \
0 Aggregate to improve ,,’ ! 1Y e Evaluate locally and send
future adaptation : B protected updates or summaries
I
Server aggregates updates .
to produce better meta-parameters Dﬁ I_—f.ﬁ [bé B [B E:: clic:: cer\)//z:)l: eﬁigg;i;moarnsc::;(:ﬁ es
for the next round

!f 0(t+1)

l 9 l- "};{"2_

@ Privacy-preserving: Raw data never leaves devices. Only protected updates or summaries are shared.

§ Improved meta-parameters
g (next global initialization)
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Federated Edge Challenges

Personalization at scale is system-constrained

Client sampling Heterogeneous C i
’ ommunlcatlon Global / Personalized
Many edge clients unreliable network Secure aggregation model updates
i1 — 0
- go : — @ W
T
- 73" TN

2 @ >IN0
=3 — k4 !
R >ille - oW
: : ; gy —
o Client sampling e Strongly non-IID tasks Communication compression 0 Fairness: adaptation quality
and dropout and uneven data sizes and secure aggregation may vary across devices
A — ‘E « Devices join intermittently « Data distributions differ * Bandwidth and energy = * Heterogeneous capabilities
! RR ‘ Shal s across devices :ufn are limited ' and data lead to unequal
' i * Stale or partial updates OO T ‘;0: ' / ‘ performance
o o

E Rf \ ! reduce learning signal * Some devices have oD * Must protect privacy
i | I I ! very little data ﬁ while aggregating * Risk of leaving some

users behind

_________
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Integrated Blueprint for Adaptive Edge Al

From compact meta-training to local personalization

representation
v/ Redistribute

tasks and domains

(Select one or combine) MR Quick adaptation with

A Soactoco ot ia / limited local data, compute, \
: and energy |

Meta-train a e Choose a tiny 9 Train with deployment Personalize o Optionally improve
compact shared adaptable precision and resource locally globally through
representation component constraints federation
g \ Edge Device { ,
i Quantized i Training . ; i
: Backbone | e Quantized : ;
i (shared) ; ) Quantization (INT8/INT4) Backbone ; }
A e e SN s : © Pruning / sparsity g . : = |
E i © Mixed precision — ; Tiny Head § —) E T - T T E
; EE Tiny Head : l /Adapters / | : ;
» | : © Memory budget | Prototypes ! | |
-.' i * Adapters E @ Latency budget S e L T ” i ¢'ole i
| : © Energy budget Local Data E :
Cloud / Data Center i 6‘0 Prototypes é = = i v Aggregate updates i
Meta-training across diverse | | Enforce constraints during e e u ) i v Update shared :
| : : |

Compact & efficient Constraint-aware Local personalization Privacy-preserving Continual improvement
Quantized backbone + @ Optimize for latency, Adapt quickly to new Keep data on-device; Federated feedback
tiny adaptable component memory, and energy contexts and users share only updates \«j?/ improves the model over time
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Case Study Blueprint: Personalized Keyword Spotting

Few-shot voice adaptation on a tiny device

2. Encode (Quantized)

3. Adapt (Few-shot)

- ~
’ N

4. Predict (Personalized)
a N

= 5’ Prototypes Small ' Keyword
=] (centroids) Classification Head | Pradiction
— ..10')||||..|||||I||'|n|o- — m 5 o ° e =
= Q-0 i 5 v Hey Google
. [®) |
Audio Input _ = TR S RS o GRS T ; (S)tkay Home
anntlzed Few-shot adaptation P
Audio Encoder on target speaker / environment e )

B | «7/Me  Global Initialization ; &

| o(:;o (Meta-Updated) |

Task: one speaker
or acoustic environment

il

Federated
Aggregation

Backbone: quantized
] :
audio encoder

5. Federate (Privacy-Preserving)
( [ [

Devices send protected summaries ‘e .:
" @ S
(meta-updates), not raw audio. A K -

The cloud aggregates and
redistributes improved initialization.
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Smartwatch

\

' '

... .: 1\. '

*7

A <P X
(e} o

w

Earbuds

2>
©

Adaptation: prototypes
or small classification head

Federation: aggregates
privacy-preserving
meta-updates across
devices




Evaluation Checklist

Measure adaptation quality and system cost together

Al s

Accuracy

®

D Accuracy before
adaptation

[] Accuracy after
adaptation

X

— 0

Data / Steps

D Number of examples
used for adaptation

[] Number of update
steps

— O

Resources

1041
LR

[:I Latency (e.g., p50 / p95)
[:l Peak memory usage
D Energy per inference / update

[] Model size (e.g., MB)
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N

(M=l

Latency Peak Memory Energy Model Size

O

Robustness

-5 =l

ije Om

Drift Heterogeneity Quantization

[] Robustness to data drift

[ ] Robustness across
heterogeneous devices

[ ] Robustness to
quantization / precision

\ _

5

Communication /
Privacy

(<§Ag>) a

D Uplink / downlink
communication cost

[] Total bytes / round

[] Privacy cost
(e.g., DP ¢€)




Key Takeaways and Discussion

Adaptation must fit the device budget

Key Takeaways

Edge deployment requires restricting
what adapts and co-designing

Meta-learning is most useful

when rapid adaptation is a MAML illustrates flexible

first-class objective.

gradient-based adaptation. precision, hardware, and

communication.

" 4 | e et (c
©) - . | "{A}® (] A
- ® . 4 7 .l (L —
e TinyML Hardware Communication

MAML Prototypical Networks & precision & energy & federation

Solve new tasks quickly with minimal data Gradient-based Lightweight metric Only adapt what must change.

on resource-constrained devices. fast adaptation adaptation Co-design for the edge.

& b N T N 0,
Discussion Prompt
Which adaptation strategy is the best fit for your target devices and constraints?
& m Adaptation speed E Energy (( )) Connectivity s On-device memory @
( required? budget? A availability? g & compute?

L Q The best system is the one whose adaptation fits the device budget. J
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